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Developmental/epigenetic systems

* Developmental/epigenetic  systems are  systems  which, given innate
materials/structures/properties/mechanisms/capabilities, grow as a result of the
dynamical interactions between the components of this innate equipment among
themselves and with their environment;

=>» Developmental processes = these growth processes

*In biological organisms, these interactions take place simultaneously at many
organizational levels:

e.g. at the level of individual cells through for e.g. differentiation processes resulting
from dynamical patterns of gene expression that depend on the chemical environment
within and outside the cell;

or at the level of cell assemblies which dynamically interact among themselves and with
the physical environment to generate organs (e.g. through interaction with gravity), or
for e.g. to learn immune responses, or to maturate for e.g. neural systems:

or at the behavioral level of the whole organisms which neural and learning system
interact with the physical and social environment, to generate for e.g. locomotion or
language;

* Not only biological systems can be developmental, e.g. galaxies or universes;
* Developmental/epigenetic robotics =2 study of bio-inspired growth processes;
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Developmental processes involve complex (physico-
chemico) dynamical systems, both in embryogenesis
and epigenesis

=>» Self-organization phenomena

=» Constrains the space of forms and structures: not

AT . all forms are equally easy to generate from physical

':-:3 IW il . matter/are possible =» Constrains evolutionary search
". }Jl/”

m’ Ir],”'}“ If ;-
. il Wi =¥ Evo-devo approach both for biological
Waddington’s epigenetic landscape understanding AND engineering efficiency

Borenstein, E. & Krakauer, D. C. An end to endless forms: epistasis, phenotype distribution bias, and nonuniform

evolution. PLoS Comput. Biol. 4, €1000202 (2008)
Raff, R. A. Written in stone: fossils, genes and evo—devo. Nature Rev. Genet. 8, 911-920 (2007)



One non-standard bridges between
research on evolutionary and
developmental systems: the role of
open-ended search mechanisms



4 types of (re-)search in
(computational/mathematical)
evolutionary and developmental systems

Evolutionary systems:

1) Task-specific optimization problems for engineering purposes;

2) Modeling work for understanding better the origins of structures and complexity in
phylogeny/biological evolution;

Developmental systems:

1) Task-specific learning problems for engineering purposes;

2) Modeling work for understanding better the formation of structures in
sensorimotor/cognitive/social development;

=>» These four types of research can be formulated in a unified formal framework;

=>» Yet, very different goals, and underlying technical differences that lie mainly in the
kind of search process they are associated with;

=>» In spite of strong differences in objectives, recent results show how strong synergies
can relate them;



A common underlying formulation

* A (discrete or continuous) state space S (e.g. sensori state and memory of a robot)
* A (discrete or continuous) action space A (e.g. motor commands of a robot)

* A transition function JJ/ ° S(t) Ag') S(t 1)

*A parameterized action policy

° A rev_vard/value/fitness function

- (UR®): (R(®),S(),A@),H) R(t 1)
or R:S A
or R: H (fitness) (U(R(f))i(R(f),%%j/l(f)ﬂ) R(t 1))

where one has typically H  A0),...,
with a behavioural function B': H
Arising from a developmental function D

* An optimization procedure (evolutionary algorithms or model learning with
approximate dynamic programming/stochastic optimal control) that find a policy

such that argmaxR(B(D( ;)))  (evo systems)

A(t) argmax ‘R(n)  (devo-learning systems)
a 4 ntl
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Various research focuses:
° A reward/value/fltness function f

S (URQ)): (R®),S(), A@), H) i) Optimization mechanisms
or R:S A ii) Policy representations
or R H (fitness) (UR®)): (R(t),S(t)‘ ?ii) S,A,D,B represent.ations
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vi) Reward/fitness function
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Examples of engineering/task-specific

evolutionary problem
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Tuci E., Massera G., Nolfi S. (2009). Active categorical perception in an evolved anthropomorphic robotic arm. IEEE
International Conference on Evolutionary Computation (CEC), special session on Evolutionary Robotics.

Hornby, G.S., Takamura, S., Yokono, J., Hanagata, O., Yamamoto, T. and Fujita, M. (2000). Evolving Robust Gaits with
AIBO. /EEE International Conference on Robotics and Automation. pp. 3040-3045.
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Examples of engineering/task-specific

developmental problem
R(S(¢),A(f)) forward speed of the robot

R(S(t) A(t)) is the ball in the cup?

Af'rer Imifuhon Leurnlng
Kobar, ).; . J.; Leaming Motor Primitives in Robofics

Kober, J.; Peters, J. (2009). Policy Search for Motor Primitives in Robotics, Advances in Neural Information Processing
Systems 22 (NIPS 2008), Cambridge, MA: MIT Press.

Policy Gradient Reinforcement Learning for Fast Quadrupedal Locomotion. Nate Kohl and Peter Stone. In Proceedings of the
IEEE International Conference on Robotics and Automation, pp. 2619-2624, May 2004.



http://www.cs.utexas.edu/~nate
http://www.cs.utexas.edu/~pstone

Example of modeling work for
understanding the origins of open-ended
complexity/structures in evolutionary
systems

fitness( ) = number of offsprings/food collected

& e.g. Tierra (Ray, 1992), Polyworld (Yaeger, 1994), Geb
2 (Channon, 2001)

Evolution of complexity of neural structures and
behaviours (e.g. modularization, abstractions,
cooperation...)

Evolution of structures at the the population /ecology
level (e.g. speciation, temporal dynamics ...)

Yaeger, L. S. and Sporns, O. 2006. Evolution of Neural Structure and Complexity in a Computational Ecology, in Rocha, L. et

al. eds. Artificial Life X: Proceedings of the Tenth International Conference on the Simulation and Synthesis of Living Systems.
330-336. MIT Press. Cambridge, MA.

Ray, T. S. 2000. Evolution of Complexity: Tissue Differentiation in Network Tierra. ATR Journal, No.40, pp.12-13
(2000.8)



http://life.ou.edu/pubs/atrjournal/
http://www.beanblossom.in.us/larryy/YaegerSporns.EvoNeurComplex.pdf

Example of modeling work for understanding the
origins of open-ended complexity/structures in
developmental systems
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Oudeyer P-Y, Kaplan , F. and Hafner, V. (2007) Intrinsic Motivation Systems for Autonomous Mental Development,
IEEE Transactions on Evolutionary Computation, 11(2), pp. 265--286.
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biting
bashing .................
Just looking ---------

Self-organization of
'ﬂ": developmental
patterns

successful bite
EUCCESEFUI baSh .................

Regularity AND diversity

a zom EYT:) YT 1T 1888 1z@8 1488 1688

Measure 1 (number of peaks?) 967

Measure 2 (complete scenario?) Yes: 34 %, No: 66 %
Measure 3 (near complete scenario?) Yes: 53 %, No: 47%

Measure 4 (non-affordant bite before affordant bite?) Yes: 93 %9 No: 7 %

Measure 5 (non-affordant bash before affordant bash?) Yes: 57 %9, No: 43 %
Measure 6 (period of systematic successful bite?) Yes: 100 %, No: 0 %
Measure 7 (period of systematic successful bash?) Yes: 78 20, No: 11 %
Measure 8 (bite befors bash?) Yes: 92 9. No: § %

Measure 9 (successful bite before successful bash?) Yes: 77 %0, No: 23 %




Open-ended search for solving more efficiently
engineering problems in developmental systems

Combining problem-specific rewards and intrinsic rewards for solving more efficiently
specific problems

R(S(¢),A(f)) monkey crying + prediction errors of learnt model ofS 4§ in the
vicinity of S(t)
A
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Singh, S., Barto, A.G., and Chentanez, N. (2004) Intrinsically Motivated Reinforcement Learning 18th Annual
Conference on Neural Information Processing Systems (NIPS), Vancouver, B.C., Canada, December 2004


http://www.nips.cc/

Efficient active model learning
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Mean Errors
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Number of sensorimotor experiments ~ X'°

Baranes, A., Oudeyer, P-Y. (2009) R-IAC: Robust intrinsically motivated exploration and active learning, IEEE
Transactions on Autonomous Mental Development, 1(3), pp. 155--169.
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Open-ended search for solving more
efficiently engineering problems in
evolutionary systems

Multi-objective evolutionary optimization (Pareto front based):
fitness( ) = distance to goal AND (phenotypic or behavioural) novelty
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Sensors Sensors :
Robot mazes
(a) Neural Network (b) Sensors

Mouret, J.-B. and Doncieux, S. (2009). Overcoming the bootstrap problem in evolutionary robotics using behavioral
diversity. IEEE Congress on Evolutionary Computation, 2009 (CEC 2009).

Joel Lehman and Kenneth O. Stanley (2008) Exploiting Open-Endedness to Solve Problems Through the Search for Novelty
in: Proceedings of the Eleventh International Conference on Artificial Life (ALIFE XI). Cambridge, MA: MIT Press, 2008
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Evolutionary modeling of the origins of
intrinsic rewards

Evolutionary search over a reward

For every agent A, there 1s a space of reward functions
It 4 that maps features of the history of observation-action
pairs to scalar primary reward values (the specific choice of
features 1s determined in defining ,A). There 18 a distribution
over sequential decision making environments in some set £ in
which we want our agent to perform well (in expectation). A
specific reward function r 4 € R 4 and a sampled environment
E < & produces h, the history of agent A adapting to
environment £ over its lifetime using the reward function
raq.ie. b~ {A(r4). E)}, where (A(r4).E) makes explicit
that agent A 1s using reward function r4 to interact with

sampled from the distribution produced by the interaction ().
A given fitness function F produces a scalar evaluation F (/)
for all such histories ~. An optimal reward function r% € I 4
1s the reward function that maximizes the expected fitness over
the distribution of environments, i.e.,

J.:4 = arg I'[]_ELK EEEE {:'EU?}“J o \rl{fAJ E,} (l)

raER 4

functions in a reward space

An evo-devo-learning system!

fitness( )

fitness(learnt policylreward( ))

capability to go out of a set of mazes

Result: optimal rewards do not directly
environment £ and h ~ () makes explicit that history 5 is correspond to distance to the out door,
but includes explicit reward for novelty

=i

reward function
type

8r ER

mean cumulative
fitness

Random

0 [0

Fitness-based reward function 1 1]

Optimal reward function

0.147  0.989

60.51 + 0.868
1.086 + 0.037
408.70 £ 13.685

Singh, S., Lewis, R., Barto, A. (in press) Intrinsically Motivated Reinforcement Learning: an Evolutionary Perspective,
IEEE Transactions on Autonomous Mental Development, special issue on Active Learning an Intrinsically Motivated

Exploration in Robots



